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Abstract
The dynamic and non-deterministic nature of large language mod-
els (LLMs) complicates conversational agent evaluation, particu-
larly when assessing pre-deployment configurations under realistic
conditions. To address this, a digital-twin-inspired architecture is
proposed to monitor interactions and fork ongoing dialogues, en-
abling what-if analyses of alternative agent configurations using
observed conversational contexts. To assess technical feasibility,
we conducted an exploratory experiment using 3,996 simulated di-
alogues as a production proxy, generating 949 evaluation dialogues
across four twin agents with varying parameters. The resulting
interaction traces were analyzed with process mining techniques,
showing the feasibility of the proposed architecture and its po-
tential to support comparative evaluation of conversational agent
modifications before deployment.
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1 Introduction
Large Language Models (LLM) have expanded the capabilities of
conversational agents, enabling them to support complex tasks
and business processes [4, 13, 21]. However, agents evaluation are
more challenging, since interactions are inherently dynamic and
non-deterministic, making it difficult for a single benchmark or
evaluation strategy to fully capture system performance [28]. Fur-
thermore, assessing alternative agent configurations (e.g., prompts,
models) prior to deployment adds up to the evaluation challenge.
While offline benchmarks and laboratory experiments provide valu-
able insights, they may not adequately represent the contextual
and behavioral characteristics of real-world interactions.

Digital Twins (DTs) have been adopted across varied domains
to support monitoring, prediction, and optimization [7]. DTs are
generally defined as digital representations of models and data from
a real-world counterpart to support analysis and decisions [3, 6].
Inspired by runtime-oriented DT principles, this work proposes a
DT-based architecture for the pre-deployment evaluation of LLM
conversational agents. The system continuously monitors live inter-
actions and branches ongoing dialogues under specific conditions,

enabling alternative configurations to be simulated and compared
against the original agent using realistic operational contexts.

The remainder of the paper is organized as follows: Section 2
reviews theoretical background and relatedwork; Section 3 presents
the DT-inspired architecture; Section 4 discusses an exploratory
experiment; Section 5 concludes the paper.

2 Theoretical Background
2.1 LLM-based Chatbots Monitoring
A conversational agent is a software system designed to interact
with users through natural language, either via text or voice-based
communication [1, 4, 15]. Conversational agents encompass a broad
range of systems, including virtual assistants, task-oriented agents,
and chatbots, and may support different goals and domains [1,
4]. Chatbots represent a common type of conversational agent,
typically characterized by text-based interactions with users [1].

Recent advances in LLMs have established them as a founda-
tion of modern conversational systems, expanding their capabilities
and adoption while supporting increasingly natural, context- and
task-aware interactions [4, 21]. To address limitations related to
static knowledge and factual inaccuracies, these systems are of-
ten combined with Retrieval-Augmented Generation (RAG), which
incorporates information from external sources into the genera-
tion process, enabling more accurate, up-to-date, and contextually
grounded interactions [13].

However, the dynamic and non-deterministic nature of conver-
sational interactions complicates evaluation. No single benchmark
adequately captures system performance [28], particularly for LLM
agents executing multi-step reasoning and tool use. Multiple evalu-
ation perspectives have emerged: task-oriented approaches assess
goal completion and policy compliance [27], process-oriented meth-
ods analyze interaction patterns from conversational logs [23], and
observability strategies monitor lifecycle behavior and runtime met-
rics to support optimization [5, 24]. These perspectives highlight
the multifaceted nature of conversational agent evaluation and the
need to align monitoring strategies with analytical objectives.

2.2 Digital Twins
Digital Twins have been applied in domains such as manufacturing,
healthcare, autonomous driving, and smart infrastructure, support-
ing activities including system analysis, monitoring, prediction,
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control, and optimization [7]. Despite their growing adoption, DTs
are defined in different ways in the literature, ranging from broad
notions of digital representations to more restrictive or technology-
specific conceptualizations [3, 7]. According to Dalibor et al., a
DT comprises models representing the system of interest, digital
shadows containing contextual data about its state and history,
and services that leverage these artifacts to support analysis and
decisions with respect to the original system [6]. Such services
may include simulation and prediction capabilities to enable the
evaluation of alternative configurations and optimization strategies.
Building on this definition, we adopt a runtime-oriented perspec-
tive of Brockhoff et al. [3], which defines DTs as active software
systems that continuously use data and computational models to
understand, predict, and optimize the behavior of the represented
systems [3]. Under this view, DTs continuously reflect the repre-
sented system and support data-driven reasoning at runtime.

2.3 Related Work
Recent research has explored the integration of LLMs and DTs. Most
studies employ LLMs to enhance DT capabilities, such as decision
support, prediction, and optimization in domains including robotics
[22], industrial systems [14], and computer networks [10].

DTs have also been applied to conversational contexts. Examples
include clinician DTs that emulate provider-patient communication
[19], human-centered digital persona twins for training environ-
ments [2], and patient DTs that support medical history-taking
and diagnostic reasoning [18]. In these works, LLMs are used to
construct or operate the DT itself, enabling conversational behavior.

Beyond conversational applications, DTs have been extended to
abstract domains, including business processes [9, 20]. DT archi-
tectures have also been proposed to support process monitoring,
simulation, and improvement through data-driven representations
of operational behavior [11, 26]. These studies demonstrate the
applicability of DTs beyond traditional physical assets and their
potential for analyzing complex socio-technical systems.

Despite the growing body of work combining DTs and LLMs,
existing studies primarily employ LLMs as components of DTs or
apply DT concepts to process and organizational analysis. Limited
attention has been given to DT-inspired approaches for evaluating
modifications to LLM-based conversational agents under realistic
interaction conditions before deployment.

3 Digital Twin-Inspired Evaluation Approach
This work proposes a DT-inspired approach for the pre-deployment
evaluation of modifications to LLM-based conversational agents. To
implement such an approach, a software architecture was designed
based on functional and non-functional requirements (Table 1).
These requirements capture the capabilities needed to support con-
versational forking and comparative evaluation, as well as engineer-
ing concerns related to scalability, modularity, and reproducibility.

Figure 1 presents the proposed DT-inspired evaluation approach
and the interaction flow among its main components. Conversa-
tional interactions are monitored and analyzed to identify pre-
defined triggering conditions that may initiate the evaluation of
alternative agent configurations through conversational branches.

Table 1: Requirements of the proposed approach. “FR”: func-
tional requirements; “NFR”: non-functional requirements.

Type Requirement
FR-1 Support conversational interactions between users and

conversational agents.
FR-2 Analyze conversational interactions according to con-

figurable monitoring criteria.
FR-3 Detect predefined triggering conditions (e.g. touchpoint

occurrence in conversations) and instantiate conversa-
tional branches for evaluation purposes.

FR-4 Collect and store interaction data from both original
and branched conversations for subsequent analysis.

NFR-1 Support near real-time operation to enable runtime
monitoring and branching.

NFR-2 Promote modularity and loose coupling among archi-
tectural components.

NFR-3 Support the execution of multiple simultaneous conver-
sational branches.

NFR-4 Facilitate reproducibility, extensibility, and experimen-
tation.

The proposed approach comprises three main components: a
conversational system under observation, a monitoring engine,
and a fork engine. The conversational system corresponds to the
operational agent whose interactions are continuously observed
and serve as the basis for subsequent evaluations. The monitoring
engine processes interactions and generates structured signals that
can be evaluated against pre-configured triggering conditions. For
example, a triggering condition may associate a specific touchpoint
with one or more alternative twin configurations to be evaluated.
When a condition is satisfied, the fork engine instantiates one or
more conversational twins configured with alternative settings and
continues the interaction from the selected conversational state.

The resulting forked dialogues are collected together with the
original conversations, enabling comparative analyses between the
operational agent and alternative configurations. By using observed
interactions as the starting point for conversational forking, the ap-
proach preserves contextual characteristics of real-world ongoing
conversations and evaluates alternative configurations from equiv-
alent conversational situations rather than artificial test scenarios.
Since the proposed approach is designed to generate conversations
from alternative configurations, it requires the creation of digital
twins of real users. In this sense, the architecture must incorporate
LLM-based user personas capable of playing, as accurately as possi-
ble, the role of the user participating in the monitored conversation.
For example, user personas may be calibrated against historical
interaction data to better approximate observed user behavior.

The approach is agnostic to the techniques used for monitor-
ing, trigger detection, user-persona simulation, and conversational
analysis, supporting objective-specific implementations.

4 Exploratory Experiment
An exploratory experiment was conducted with a customer-service
conversational agent in the banking domain to demonstrate how
the proposed approach enables the comparison of alternative agent
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Figure 1: Proposed Digital Twin-inspired evaluation approach. Interactions from an operational conversational agent are
monitored and analyzed. When predefined triggering conditions are satisfied, conversational branches are instantiated using
twin agents configured with alternative settings, enabling comparative evaluation before deployment.

configurations from equivalent conversational situations derived
from real-world ongoing customer-agent interactions. To emulate
this scenario, a simulated environment generated a continuous
stream of customer-agent dialogues.

4.1 Experiment Setup
This section details the components and configurations instantiated
to operationalize the proposed approach in the experiment.

4.1.1 Operational Environment Simulation. Since the proposed ap-
proach relies on monitoring interactions within a conversational
system, the experiment used a simulated operational environment
to represent a system under observation. Following Silva et al. [23],
the environment reproduced a customer-service chatbot for a ficti-
tious Brazilian financial institution, with all interactions and exper-
imental artifacts specified in Brazilian Portuguese.

The simulated environment comprised an LLM-based chatbot in-
teracting with LLM-based customer personas. It was implemented
in Python using LangChain and GPT-4.1. The chatbot supported
requests concerning three credit card products through a RAGmech-
anism connected to a knowledge base constructed from publicly
available information provided by Brazilian financial institutions.

The chatbot was implemented as a graph-based RAG workflow.
Customer queries were reformulated to improve retrieval, relevant
documents were selected from the knowledge base, and responses
were generated based on the retrieved evidence or, when no suffi-
cient evidence was found, through a fallback strategy.

Customer behavior was generated by combining predefined pro-
files and service objectives. Operational conditions were simulated
through scenario configurations and persona characteristics de-
signed to elicit dialogues of varying complexity.1 A total of 3,996
dialogues were simulated as the Monitoring Engine’s interaction
stream throughout the experiment and served as input to the Fork
Engine’s conversational forking mechanism.

1The complete simulation configuration is available in the project’s replication package.

4.1.2 Analysis Strategy. Traditional agent evaluation often relies
on aggregate metrics (e.g., end-to-end task completion rate or av-
erage latency), which mask turn-level dynamics. Process Mining
complements these metrics by mapping dialogue trajectories to
control-flow graphs. This enables granular inspection of behav-
ioral loops, redundant turns, dynamic pathing changes, and struc-
tural bottlenecks introduced when altering underlying models or
retrieval setups. In this sense, the analysis performed in this ex-
periment was based on Process Mining, which comprises a set of
techniques that extract knowledge from event logs to discover, an-
alyze, and compare behavioral patterns observed during process
execution [25]. In this context, an event log is composed of cases,
representing individual process instances, and events, representing
activities executed within each case. To apply this perspective to
conversational agents, each dialogue was interpreted as a process
instance (or cases) and messages as observed events within each
dialogue. Following Silva et al. [23], conversational interactions
were mapped to event logs, enabling the use of Process Mining
techniques to analyze and compare conversational behavior pat-
terns [23]. More specifically, each message was mapped to an event
through a predefined set of conversational touchpoints. This rep-
resentation enables the comparison of alternative conversational
agent configurations in terms of the behavioral patterns that emerge
from the dialogues.

4.1.3 Monitoring Engine. The Monitoring Engine was responsible
for transforming messages exchanged during dialogues into struc-
tured signals (touchpoints organized as events in a event log) suit-
able for trigger detection and subsequent process mining analysis.
The adopted touchpoint set comprised 12 touchpoints describing
customer messages and 12 touchpoints for chatbot messages. Each
message exchanged during a dialogue was mapped to a single touch-
point using an ensemble of multiple LLMs with majority voting. In
cases of ties, precedence was given to predictions produced by mod-
els with a larger number of parameters. The ensemble combined
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the classifications produced by GPT-5.4 mini, DeepSeek-R1-14B (us-
ing Q6_K_L quantization)2, Qwen3-14B (using 8 bit quantization)3,
Gemma-4-E4B4, and Qwen3-8B5, in this order of precedence. The
resulting touchpoint event logs were used both for Process Mining
analyses and for evaluating trigger conditions in the Fork Engine.

4.1.4 Fork Engine. The Fork Engine was responsible for evaluating
the triggering conditions defined for the experiment and instantiat-
ing dialogues fork whenever such conditions were satisfied. When
a trigger was detected, the engine retrieved the conversational con-
text associated with the original dialogue and instantiated one or
more conversational twins. The forked dialogues then continued
independently from the original interaction while preserving the
conversational state observed at the triggering point.

Herein, the selected trigger was the touchpoint “Direct Request
of Human Agent” (the original “Solicitação Direta de Humano” in
Brazilian Portuguese), which represents situations in which cus-
tomers explicitly request to be transferred to a human attendant.
This trigger was selected because such requests often reveal lim-
itations in the conversational agent’s ability to satisfy customer
needs, making them suitable for evaluating alternative agent con-
figurations. All configurations relied on knowledge bases covering
the same three credit card products. Four conversational twins cor-
responding to the combinations of two language models and two
retrieval strategies were evaluated:

• GPT Single-RAG Twin (Twin 1): GPT-4.1 with a Single-
RAG retrieval strategy – the knowledge base is exposed as
a single retrieval tool available to the conversational agent.
The agent autonomously decides whether and when to in-
voke retrieval based on its internal reasoning, following the
Agentic-RAG paradigm [17]. This configuration serves as
the reference implementation for the experiment, providing
a flexible retrieval strategy in which external knowledge is
accessed only when required, potentially reducing response
latency and token consumption.

• GPT Triple-RAG Twin (Twin 2): GPT-4.1 with a Triple-
RAG retrieval strategy – the knowledge base was partitioned
into three specialized retrieval tools, one for each credit card
product.

• DpSk Single-RAG Twin (Twin 3): DeepSeek-R1-14B with
the Single-RAG retrieval strategy – enabling evaluation of a
smaller model as a replacement for the original.

• DpSk Triple-RAG Twin (Twin 4): DeepSeek-R1-14B with
the Triple-RAG retrieval strategy, – combining both modifi-
cations.

The evaluated twins follow a 2×2 factorial design combining
two language models and two retrieval strategies, enabling the
isolated and combined effects of both factors to be analyzed. Con-
versational forking was limited to the first trigger occurrence in
each dialogue to evaluate whether alternative configurations could
avoid or postpone the initial human-assistance request.

2https://huggingface.co/bartowski/DeepSeek-R1-Distill-Qwen-14B-GGUF
3https://huggingface.co/Qwen/Qwen3-14B-GGUF
4https://huggingface.co/google/gemma-4-E4B-it
5https://huggingface.co/Qwen/Qwen3-8B

4.2 Results
The simulated operational environment generated 3,996 dialogues
comprising 36,315 messages. The Monitoring Engine processed all
messages, producing the same number of touchpoints through the
ensemble-based classification strategy. Among the identified touch-
points, 356matched the selected trigger condition. Considering only
the first trigger occurrence per dialogue for conversational fork, 238
dialogues were eligible for twin instantiation. Each eligible dialogue
generated one instance of each of the four conversational twins,
yielding 952 expected forked dialogues. Of these, 949 were suc-
cessfully generated,6 producing 13,650 messages. The Monitoring
Engine then processed these dialogues using the ensemble-based
classification strategy to derive the touchpoints.7

The results are presented from three complementary perspec-
tives. First, the event logs are characterized using general process
miningmetrics. Next, the dialogues are analyzed from a control-flow
perspective through visual representations of the conversational
process. Finally, trigger frequency and position are examined to
characterize behavioral differences across configurations. Together,
these analyses assess whether the proposed Digital Twin-inspired
approach can reveal differences among alternative conversational
agent configurations.

4.2.1 Event Log Characterization. Table 2 summarizes the main
characteristics of the event logs generated by the Original dialogue
log and by each conversational twin.

Table 2: Characteristics of the event logs. The value in paren-
theses indicates the difference between the twin and the
original; events = touchpoint events.

#Events Events per Dialogue
Dialogue Variants

Original 2,562 10.76 214
Twin (1) 2,849 (+11.2%) 11.97 (+11.2%) 232 (+8.4%)
Twin (2) 2,811 (+9.7%) 11.86 (+10.2%) 232 (+8.4%)
Twin (3) 4,020 (+56.9%) 16.96 (+57.6%) 235 (+9.8%)
Twin (4) 3,970 (+55.0%) 16.75 (+55.6%) 236 (+10.3%)

The event logs show clear differences in trace length and behav-
ioral variability. The original chatbot produced the most compact
process behavior, with an average of 10.76 touchpoints per dia-
logue and 214 dialogue variants. GPT based twins (Twin (1) and
Twin (2)) remained relatively close to the original, suggesting that
partitioning the knowledge base into multiple retrieval tools did
not substantially alter the overall conversational behavior under
the evaluated scenarios. By contrast, DeepSeek based twins (Twin
(3) and Twin (4)) produced substantially longer traces, with ap-
proximately 16.8 to 17.0 touchpoints per dialogue, representing an
increase of about 56% to 58% over the original. However, their num-
ber of dialogue variants increased only modestly. This indicates that
replacing the language model affected trace execution more than it
6Three simulations terminated unsuccessfully due to silent execution failures.
7The ensemble-based classification achieved Fleiss’ Kappa coefficients of 0.58 for the
original dialogues and 0.42 for the twin-generated dialogues, indicating moderate
agreement according to Landis and Koch [16]. This level of agreement is consistent
with ensemble design principles: voting-based ensembles are useful precisely when
individual classifiers are not fully redundant [8, 12].

https://huggingface.co/bartowski/DeepSeek-R1-Distill-Qwen-14B-GGUF
https://huggingface.co/Qwen/Qwen3-14B-GGUF
https://huggingface.co/google/gemma-4-E4B-it
https://huggingface.co/Qwen/Qwen3-8B
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introduced a substantially larger set of distinct behavioral patterns.
One possible explanation is that DeepSeek model intensified cyclic
behavior already present in the original log, making such behavior
more prominent rather than structurally new.

4.2.2 Conversational Control-Flow Analysis. This section presents
an example of conversational control-flow analysis using process
mining, supported by a well-known process discovery and visu-
alization method: the Directly-Follows Graph (DFG). Combined
with simplification filters, DFGs help extract the dominant behavior
observed across process executions. Following this approach, we
compared the DFG of the original chatbot with that of the twin that
most differed from it, DpSk Triple-RAG Twin (Twin (4)), using the
same 30% activity simplification (Figure 2).

The DFG comparison supports the quantitative results. The DpSk
Triple-RAG twin preserves the same broad conversational back-
bone observed in the original chatbot, from chatbot presentation to
user request, information response, and possible human-assistance
request. However, the dominant dynamics of the process change
substantially. The number of "Request for Information or Action"
(originally "Solicitação de Informação ou Ação" in Brazillian Por-
tuguese) events increases from 387 in the original log to 816 in
the DpSk Triple-RAG log, whereas Response to Information Request
increases only slightly, from 382 to 406. This indicates a concentra-
tion of behavior around request handling, without a proportional
increase in information-response behavior. The DpSk Triple-RAG
DFG also shows Detected Intent Notification as more structurally
integrated into the dominant process flow. While this touchpoint
is present in the original log, it does not appear in the simplified
DFG. In the DpSk Triple-RAG log, it is more visibly connected to
request-handling and human-assistance behavior, suggesting that
the model tends to reprocess, reinterpret, or redirect the interaction
instead of moving directly toward the requested handoff.

From a pre-deployment perspective, this can be a risk indicator.
The candidate model does not introduce a different conversational
structure, but it intensifies request-handling and intent-detection
cycles around the handoff behavior. Unless complementary evi-
dence shows better task resolution, this pattern should be treated
as a warning sign against replacing the production chatbot with
the DpSk Triple-RAG configuration.

4.2.3 Trigger Frequency and Position Analysis. able 3 summarizes
the frequency of selected trigger by reporting the number of di-
alogues containing at least one occurrence, the total number of
occurrences, and the average number of occurrences per triggered
dialogue. Figure 3 complements these results by showing, for each
Original dialogue and its corresponding forked dialogue, how the
position of the first trigger occurrence changes, allowing the trigger
to be identified as preserved, postponed, anticipated, or absent after
conversational forking. Since the four conversational twins exhib-
ited very similar trigger-position distributions, only the Sankey
diagram for Twin (4) is presented. This twin was selected because
it produced the longest dialogue traces while remaining represen-
tative of the overall behavior observed across the evaluated twins.

Table 3 indicates that all conversational twins reduced both the
number of dialogues containing human-assistance requests and
the total number of trigger occurrences relative to the Original
dialogues. Nevertheless, when the trigger occurred, it tended to be

Table 3: Human Assistance requests after conversational
branching.

Twin
Dialogues
with Trigger

Trigger
Occurrences

Occurrences
per Dialogue

Original 238 356 1.50
Twin (1) 101 175 1.73
Twin (2) 108 184 1.70
Twin (3) 100 236 2.36
Twin (4) 111 271 2.44

repeated more frequently. The Original log has 1.50 requests per
triggered dialogue, while the GPT-based twins ranged from 1.7 to
1.73, and the DpSk-based twins ranged from 2.36 to 2.44. Therefore,
although the evaluated configurations reduced trigger occurrences,
they also tended to reinforce their persistence once the first request
for human assistance had been made.

The Sankey diagram in Figure 3 complements the aggregate re-
sults reported in Table 3 by showing how the reduction in trigger
frequency is distributed across dialogues. Rather than originating
from a specific trigger position, dialogues from multiple original
trigger locations converge to N/A, indicating that human-assistance
requests were avoided throughout different stages of the conversa-
tion. For dialogues in which the trigger remained present, its first
occurrence continued to concentrate at the same early positions
observed in the Original log, predominantly at locations 4 and 6,
with only a small number of later occurrences.

From a pre-deployment perspective, these results suggest differ-
ent trade-offs among the evaluated twins. The GPT-based twins
reduce the overall number of human-assistance requests while only
modestly increasing their repetition within triggered dialogues. In
contrast, the DpSk-based twins, particularly the DpSk Triple-RAG
Twin, also reduce the number of escalated dialogues but substan-
tially increase the repetition of human-assistance requests once
the trigger occurs. This behavior may indicate that, although fewer
conversations require escalation, requests for human assistance
become more persistent after they first appear. Such conversational
patterns deserve further investigation before deployment alongside
complementary evidence on task completion and user experience.

4.2.4 Practical Implications and Trade-offs. In the evaluated sce-
narios, the twins using the smaller local model produced longer
dialogue traces and more persistent human-assistance requests,
revealing behavioral effects that should be considered alongside
its potential cost and resource benefits. In contrast, changing from
Single-RAG to Triple-RAG produced limited behavioral differences.
These findings demonstrate how the proposed approach can sup-
port system designers in assessing configuration changes before
deployment by considering both behavioral and technical factors.

4.2.5 Threats to Validity: The experiment used simulated customer
dialogues generated from LLM personas. This controlled setup
shows runtime monitoring and forking are technically feasible, but
simulated personas may not reflect real human unpredictability,
emotional nuance, or complex edge cases in production. Future eval-
uations in live environments are needed to validate these findings
with real user interactions.
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(a) Original (b) Twin(4)

Figure 2: Directly-Follows Graphs for the dialogue logs of the Original (left) and DpSk Triple-RAG Twin (right) chatbots. The
models were discovered with Apromore (Academic Alliance license), retaining the 30% most frequent activities.

Figure 3: Mapping of the first trigger occurrence from the
Original dialogues to their corresponding forked dialogues
(Twin (4)). Location N/A indicates dialogues in which no
human-assistance request occurred in the forked dialogue.

Regarding the event logs, even though mapping the messages to
touchpoint labels reduces dependence on a single classifier, uncer-
tainty remains becausemessages may be ambiguous and touchpoint
boundaries are not strictly deterministic. As a consistency check,
we applied conformance checking to classified logs from different
twin configurations. A process model was discovered from one twin
log, and a second twin log was replayed against it. The high fitness
values obtained with a well-known method – token-replay [25] –
indicate that the classified logs are structurally consistent from a
process mining perspective. The fitness values obtained were: Twin

(1) × Twin (2) = 0.9985; Twin (3) × Twin (4) = 0.9977; Twin (3) ×
Twin (2) = 0.9956; Original × Twin (4) = 0.9921.

These results do not prove the semantic correctness of each
message-to-touchpoint assignment, since systematic errors could
be consistently reproduced by the same classification procedure.
However, they provide complementary evidence that the ensemble
produced coherent event logs suitable for a comparative process
analysis perspective. Alternative validation procedures should still
be useful in this context. Nevertheless, the conformance results
reduce the likelihood that the observed process differences are
merely artifacts of arbitrary touchpoint assignments.

5 Conclusion
This paper presented a Digital Twin-inspired approach for the pre-
deployment evaluation of modifications to LLM-based conversa-
tional agents. By monitoring ongoing interactions and instantiating
conversational twins from predefined trigger conditions, the pro-
posed architecture enables comparative evaluation from equivalent
conversational contexts. The exploratory experiment showed that
the proposed approach can identify and characterize behavioral
differences among alternative conversational agent configurations
through complementary process mining analyses.

Future work includes evaluating the proposed approach in real-
world conversational systems, investigating additional monitoring
strategies and trigger conditions, and exploring conversational
analysis techniques beyond process mining.

Artifact Availability
The source code, datasets, logs, and experimental results are publicly
available at https://github.com/c2d-usp/digital_twin_chatbots, and
are distributed under the terms of the MIT License and the Creative
Commons Attribution-ShareAlike 4.0 International License.
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